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Abstract—We are witnessing the rise of a novel class of
wearable devices equipped with various sensing capabilities as
well as further miniaturization of sensing components that are
nowadays being integrated into mobile devices. The inherent
mobility of such devices has the capacity to produce dense
and rich spatiotemporal information about our environment
creating the mobile Internet of Things (IoT). The management
of mobile resources to enable sensor discovery and seamless
integration of mobile geotagged sensor data with cloud-based IoT
platforms creates new challenges due to device dynamicity, energy
constraints, and varying sensor data quality. The paper presents
an ecosystem for mobile crowdsensing applications which relies
on the CloUd-based PUblish/Subscribe middleware (CUPUS) to
acquire sensor data from mobile devices in a context-aware
and energy-efficient manner. The ecosystem offers the means for
location management of mobile Internet-connected objects and
adaptive data acquisition from such devices. In addition, our
solution enables filtering of sensor data on mobile devices in
the proximity of a data producer prior to its transmission into
the cloud. Thus it reduces both the network traffic and energy
consumption on mobile devices. We evaluate the performance
of our mobile CUPUS application to investigate its performance
on mobile phones in terms of scalability and CPU, memory and
energy consumption under high publishing load.

I. INTRODUCTION

Crowdsensing is a novel approach to obtain knowledge
from devices with limited sensing capabilities which benefits
from large numbers of such sensing devices to produce detailed
contextual information about a user or his/her environment.
Since sensing devices also participate in the wave of pene-
tration of the Internet of Things (IoT), these two paradigms
complement each other. The proliferation of mobile wearable
devices with sensing capabilities and potential to connect to
more powerful mobile devices creates new environments for
novel mobile IoT services. Currently the most famous exam-
ples of wearable devices are Google Glass and Pebble smart-
watch with certain built-in sensors. Fitness tracking devices
are other examples of wearable sensing devices. A common
feature of such devices is that they are person-centric, and
in general they are not directly connected to the Internet, but
rather to a smartphone via Bluetooth, and have different types
of embedded sensors that form a rich source of contextual
information. Users can use sensed information locally, but
collective usage of large data sets can have a much greater
potential for developing crowdsensing applications providing
a broader view of a desired area of interest. Prior to the
emergence of IoT crowdsensing applications were forced to
build proprietary sensor networks as data sources and the im-

plemented applications were highly dependent on the deployed
typically fixed sensor network. In contrast IoT introduces a
mobility aspect to a data acquisition process. Mobile devices
now serve as proxies for data collection in the IoT. Since IoT
consists of a large number of users that carry such devices,
crowdsensing applications benefit from a potential big user
base. A large number of different mobile users has the potential
to cover large geographical area with measurements which are
dense both in space and time. However, due to the inherent
human behavior certain areas might be highly covered with
acquired sensor readings, while others remain unexplored.

The fact that each sensor can produce a large amount of
data in a short period of time which needs to be processed
and provided to end-users presents a major challenge for
crowdsensing. The challenge of efficient data processing and
aggregation is closely related to the problem of Big Data
processing [1] which is mainly related to data processing in the
cloud. A potential approach to tackle this problem is to filter or
aggregate unneeded and redundant data close to its production
place, to reduce the amount of raw data as much as possible
[2]. For that purpose we introduce a special data programming
engine (i.e. mobile broker) which runs on mobile devices and
serves as a gateway between the cloud and physical sensing
devices. It acquires and transmits data only if there is need for
such data to solve the information overload problem due to
large number of things connected to the Internet. Additionally,
benefits of data filtering near a production point are also
in possible significant resource savings, which is especially
important for devices that do not have a constant power supply,
e.g., sensor nodes.

To put mobile brokers into a broader context, in this paper
we present the crowdsensing ecosystem based on the CloUd-
based PUblish/Subscribe (CUPUS) middleware. The CUPUS
middleware is an open-source publish/subscribe platform de-
veloped within the EU FP7 fundend OpenIoT (Open Source
blueprint for large scale self-organizing cloud environments)
project 1. The scalability and elasticity of the ecosystem is
facilitated by a modular design. Each component specializes
for a limited number of functionalities (e.g. the CUPUS
middleware offers the means for sensor location management
to all components), while adaptive data acquisition and data
filtering is achieved by the publish/subscribe mechanism. Also
we give an overview of the CUPUS middleware which serves
as an enabler for the crowdsensing ecosystem. We focus on

1The CUPUS source code is available at the OpenIoT project repository -
https://github.com/OpenIotOrg/openiot/
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Fig. 1: Crowdsensing platform enabled by CUPUS
middleware

the mobile broker, the key entity of the CUPUS middleware
for achieving the crowdsensing ecosystem and applications. It
can suppress a data acquisition process if there is no interest
in the data provided by a mobile broker. Thus, significant
resource savings can be made, especially if a mobile broker
is running on a constrained device with limited amount of
resources because it enables selective and flexible filtering and
processing of sensor data on mobile devices. Furthermore,
we present the results of an experimental evaluation of an
end-user client, i.e. a mobile broker running on the Android
operating system, to investigate the gains introduced by the
functionality offered by a mobile broker. We measure the
average data processing time on a mobile device (i.e. matching
of subscriptions to publications to determine whether is anyone
interested in the sensed data) in relation to the variable number
of subscriptions as well as the sensor sampling frequency. Also
it is evaluated resource consumption of a device while running
the mobile broker.

The rest of the paper is structured as follows: Section II
gives an overview of the crowdsensing ecosystem enabled
by the CUPUS middleware. In Section III we present the
CUPUS middleware with focus on the mobile broker along-
side with the supported communication model. Section IV
describes the communication and implementation details of the
Android application which implements the mobile broker. The
results of an experimental evaluation which tests the prototype
implementation of a mobile broker are given in Section V.
Section VI gives an overview of related work while Section VII
concludes the paper and gives directions for future work.

II. CROWDSENSING ECOSYSTEM

A crowdsensing ecosystem (as shown in Figure 1) is
designed to provide the means for collecting data from mobile
devices over large geographical areas where such devices
generate the data in an opportunistic fashion without explicit
user intervention. A cloud infrastructure, primarily because
of elasticity, proves to be suitable for the implementation of
an elastic, scalable and modular ecosystem. All components

which are doing heavy processing of data are located in the
cloud, while data sources and data consumers are deployed on
various constrained mobile devices which are connected to the
Internet. The ecosystem is enabled by the CUPUS middleware
as an underlying middleware for flexible data acquisition and
data sharing across mobile devices and through the cloud.
Crowdsensing services are in the full control of application
designers. Each end-user service (e.g. an air quality monitor-
ing application) is a stand-alone component depicted as an
application logic component that does not have to implement
methods for data acquisition and delivery of information to its
end-users because the functionality is already provided by the
CUPUS middleware.

The crowdsensing ecosystem offers the following function-
ality:

• location management of mobile sensors: - the ecosys-
tem keeps track of all available sensors and their
locations as they register their sensing capabilities and
update location;

• sensor discovery: - based on the knowledge about
sensor locations and their sensing capabilities, a user
or service can find available sensors without perform-
ing additional communication with sensors and mobile
devices;

• sensor data acquisition and management: - a control
of the sensing process is realized by combining infor-
mation acquired through sensor discovery process and
data interests for certain geolocations;

• Quality of Service (QoS) management: - enables con-
trolled data acquisition while taking into account sens-
ing quality coverage and specific end user preferences.

The ecosystem contains three classes of components in the
cloud: the main processing engine - CPSP, application logic
and controller component. Other entities, such as data sources
and data consumers are running on individual devices that are
connected with the ecosystem using an IP connection. The
central component of the crowdsensing ecosystem (and also
of the CUPUS middleware) is the Cloud Publish/Subscribe
Processing (CPSP) engine which serves as the basic data
processing element. The CPSP engine is responsible for data
acquisition from external data sources (e.g. mobile devices),
data processing and dissemination to external data consumers,
e.g. actuators or mobile devices. The CPSP engine is optimized
for efficient data processing, i.e. matching of incoming sensor
readings (i.e. publications) with continuous data queries (i.e.
subscriptions). A publication can be either a raw data item
collected from sensor nodes or pre-processed and aggregated
data objects that needs to be provided to other services or
end-users. The CPSP engine’s ability to elastically adapt to
an incoming publication rate and to scale with an increasing
number of components within the ecosystem ensures that the
performance of the ecosystem and thus service responsiveness
remains at a satisfactory level. The CUPUS publish/subscribe
communication model is used for communication between the
CPSP engine and other components. The simplest way to use
the CUPUS middleware in a crowdsensing application is to
integrate one of the available components of the middleware
(either a subscriber, publisher or mobile broker). Data ac-
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quisition and management and sensor registration function-
alities are provided by the CUPUS middleware. The CPSP
engine collects the data about sensor locations and enables
sensor management using the announce mechanism without
additional user intervention. Sensor management is a key
functionality to save energy on end-devices by turning it to
the sleep mode in cases when the device’s data is not needed.

An application logic component implements the core func-
tionality of a crowdsensing service which is completely de-
pendent on the use case scenario, either stand-alone, or in co-
operation with other application logic components. A modular
design of service implementation may introduce some over-
head (e.g., when different components try to access the same
data), but gains from such design outweigh its shortcomings.
Service scalability is inherently supported, because a service
administrator can spawn an additional component which takes
over new users. The cooperation between service components
can be achieved with a proprietary protocol defined by the
service, or by using the CPSP engine. Similar to data stream
processors which maintaining a window of streaming data
in memory, the CUPUS middleware keeps only data objects
whose validity still did not expire. Support for browsing and
fetching historical data can be implemented as an additional
component which uses a database in the background.

A controller component is responsible for data acqui-
sition management mainly from devices that are deployed
in different environments. A controller component manages
sensor nodes to achieve a satisfactory level of a sensed data
quality with minimal energy and bandwidth consumption.
Complex management methods are usually implemented by
a QoS manager. Since the data quality is usually constrained
by service requirements (i.e., depending on the data usage
scenario) a controller component is often integrated with
the application logic component. If more than one service
gathers readings from a single data source, a single service
independent, controller component can manage the data source
reading process. The management mechanism is generic and
designed to reuse information exchanged within the ecosystem,
but an actual implementation of acquisition rules for the QoS
mechanism is left to an ecosystem administrator as they are
largely application oriented.

Components such as data sources or data consumers are
located outside the cloud infrastructure and connected to it
through IP based network. These components are the key
ingredient of a crowdsensing ecosystem because data sources
provide essential sensor data for the ecosystem and data
consumers are end-users which use implemented services. The
crowdsensing ecosystem based on the CUPUS middleware
enables that each data source node decides independently
whether it should send data to the ecosystem. Although the
end-device decides about the actual sensing process, data
acquisition management is indirectly controlled by the QoS
manager (if it is present in the ecosystem) and CUPUS mid-
dleware. Further in the paper, we focus on the data acquisition
process achieved with the CUPUS middleware.

In [3] we present an air quality crowdsourcing application
implementation based on the described ecosystem. The appli-
cation for air quality monitoring integrates data from wearable
gas sensors and public measuring stations using the CUPUS
middleware. An application logic component serves also as a

controller component, so it suppresses data acquisition in areas
where there are sufficient sensor readings. The presentation
layer includes a web application that displays sensor readings
over the Web interface or client application for the Android
OS. The Android application is also used to transmit sensor
readings to the ecosystem.

III. CLOUD-BASED PUBLISH/SUBSCRIBE MIDDLEWARE

(CUPUS)

CUPUS is an open-source cloud-based middleware ade-
quate for mobile IoT environments, specially for deployments
of mobile crowdsensing applications. Its main goals are to
enable energy-efficient data acquisition to ensure low latency
of the data dissemination process and to adjust the usage of
cloud resources. Energy-efficiency is achieved by filtering out
redundant data and suppressing the transmission of sensor
readings from data sources into the cloud. In other words, CU-
PUS is able to support flexible management of the sensing pro-
cess, thus reducing the amount of consumed resources when
collecting the data required by end-users or applications. Low
latency of the data dissemination process is necessary since a
vast number of crowdsensing services requires near real-time
updates of context change. The most important property of the
CUPUS middleware is elasticity. CUPUS implements a self-
organizing mechanism that organizes processing components,
thus achieving a satisfactory level of performance. This is
achieved by adjusting the usage of cloud resources to the
intensity of request and data arrival.

CUPUS provides an expressive subscription language, thus
allowing at the same time both content and topic based
requests, based on a Boolean subscription model. A Boolean
subscription is defined as a set of triplets. A triplet consists
of an attribute, constraint, and operator that puts the given
attribute value and constraint value into a relation. Each triplet
represents a logical predicate, therefore, a subscription is a
conjunction of predicates that all have to be true in order for a
data object to match a user request. The CUPUS middleware
supports relational operators (e.g. greater than, equals) for
numerical values. Additionally, the middleware supports string
operators such as contains, begins with or ends with. The
described subscription model enables us to build an efficient
subscription data structure: Subscriptions create a forest main-
tained by the processing engine, where each node represents a
single subscription (i.e. request for information from a user).
The subscription tree is a partially ordered set, where each
node covers all of their children nodes (i.e., a subscription
of a parent node is more general than a child’s subscription),
and may have more children, but only a single parent node.
The processing of incoming publications is efficient since the
algorithm can very quickly identify which part of the forest is
covering an incoming data object.

Figure 2 depicts the communication model of CUPUS.
The middleware has the cloud component, the Cloud Pub-
lish/Subscribe Processing (CPSP) engine which handles in-
coming user requests (i.e. subscriptions), data objects (i.e.
publications) and announcements that indicate a new data
source from a sensor node. Components such as subscribers,
publishers or mobile brokers run on user devices and they
are connected to the CPSP engine using the IP protocol. A
publisher entity represents a data source: It publishes data
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Fig. 2: The CUPUS communication model

to the middleware, where after the matching process, the
published data is pushed to subscribers that have previously
expressed interest in it. A publisher can not control the data
acquisition process, but it can enter a sleep mode, or produce
data as long it is active. A subscriber entity represents a
user that requests some data from the CUPUS middleware.
A user can define his/her requests very precisely by using the
provided CUPUS subscription language, which prevents the
flooding of users with unwanted data. A mobile broker is a
lightweight publish/subscribe processing engine designed to
run on smartphones which represents a set of sensors attached
to the smartphone and acts as a data source with a limited
amount of physical resources. It is designed to save device
resources as much as possible by suppressing the data acqui-
sition process from sensors and by submitting data to the cloud
only when there is interest in it. This is the main difference
between publisher and mobile broker. The mobile broker entity
does not exist in a traditional publish/subscribe platforms: We
have introduced it as a component customized for constrained
devices with sensing and communication capabilities. Mobile
broker energy and bandwidth savings are realized by intro-
ducing an announce message to the publish/subscribe model
of communication. Additionally, mobile broker features can be
used to implement some additional processing functionalities
that are not supported natively in the CUPUS middleware (e.g.,
aggregation an preprocessing of raw sensor readings).

Entities communicate with the CPSP engine with three
types of messages: publish, subscribe and announce. Only the
engine uses an additional notify message. A publish message
defines a new data object (e.g., a single sensor reading) that has
limited validity. The publication is subsequently matched to the
list of active user requests (i.e. subscriptions). The matching
process identifies the list of subscribers with relevant requests,
and such subscribers are notified about the publication. A
subscribe message defines a user request for information (i.e.,
a subscription) with limited time of validity. The request is
expressed according to the subscription language supported by
the CUPUS middleware. As a result of an active subscription,
a user receives a notification message in the case when CPSP
engine identifies matching relationship. A subscribe message
can be sent also as a reply to an announce message in the
case that the CPSP engine has to activate the data acquisition
process on a mobile broker. An announce message announces

a new data source to the CPSP engine. If there are interested
subscribers with subscriptions matching the announcement, it
activates the data source by forwarding matching subscrip-
tions to the mobile broker in the corresponding subscribe
message. Additionally, an announce message can be used by
the application logic or controller to keep the record of user
requests. The CUPUS middleware provides a mechanism for
orchestrating the sensing process on sensor nodes. It supports
flexible and controllable data collection and enables significant
energy savings on sensing devices with limited amount of
resources.

IV. MOBILE BROKER

This section presents an architecture and design of a mobile
broker deployed on the Android operating system. An Android
application that implements a publish/subscribe mobile broker
serves as a gateway for locally connected sensors or Mobile
Internet-connected Objects (MIOs) and provides to a user real-
time sensor readings in which he/she is interested in. MIO is
a representation of a data source in the IoT, which frequently
changes its context and environment.

The main tasks of the Android application, which imple-
ments the mobile broker entity, are to receive publications
provided by sensors which are of user interest, and to control
the locally connected sensors. The task to provide to a user
the information that he/she has previously required is straight-
forward. The application needs to forward to the CPSP engine
all user subscriptions and whenever it receives a notification
message, its content is presented on the device’s screen. The
management and control of connected sensors and MIOs is
more complex because whenever a user changes its context
or location, the application needs to inform the CPSP engine
about the change such that the CPSP engine has up-to-date
information about connected data sources and user requests
that are related to the new context. All changes in the context
are reported via announce messages. The CPSP engine’s reply
to the announce message are subscriptions that represent
requests from other users of the ecosystem such that those
subscriptions match the announcement. In other words, only a
subset of cloud subscriptions is forwarded to the mobile broker
which has the potential to match future publications produced
by its local sensors and MIOs. The set of subscriptions on a
mobile broker is not static, so the application needs to update
the set accordingly. The received set of subscriptions provides
to the mobile broker the information for sensor management,
i.e., to know from which source and when to acquire the data.
After the data is acquired from the sensor or MIO, additional
pre-processing is performed to assess whether the obtained
data should be sent to the ecosystem or not. Such two step
management process is necessary because the mobile broker
first needs to determine which sensor should be turned on and
in the second step we are pre-processing the obtained data
to check whether that data will trigger a notification event in
the ecosystem. The second step is required, because a mobile
broker entity can not know a priori whether the obtained data is
really needed in the ecosystem, and needs to match the sensed
data to its locally active set of subscriptions.
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Fig. 3: Mobile broker architecture for Android device

A. Architecture

Figure 3 depicts the architecture of the mobile broker An-
droid application. The application consists of two background
services (a sensor and mobile broker service), Graphical User
Interface (GUI) for controlling the services and presenting live
data, and mobile broker entity. The main task of the sensor
service is to acquire sensor readings from connected sensors
and MIOs. The communication between a physical or virtual
MIO and the sensor service depends on the available commu-
nication means on the sensor or MIO (one of the most often
used communication protocols is the Bluetooth protocol). The
communication between the sensor service and the mobile bro-
ker service is implemented through the Android internal intent
broadcasting and filtering mechanism. We have reused standard
Android mechanism for the intra-application communication
between different application components and inter-application
communication between different applications (e.g., if some
other application on the device is using the data acquired from
the ecosystem or from the physical sensor). The mobile broker
service communicates with the mobile broker entity using the
mobile broker API. It runs in the background and updates
GUI elements when necessary (e.g., when a new notification
is received and should be displayed to the user) and also sends
publications if the data acquired from locally connected MIOs
is needed by someone in the ecosystem. The mobile broker
component implements the core mobile broker functionality
from the CUPUS middleware.

B. Mobile Broker Data Processing Engine

The Mobile Broker data processing engine performs the
second step of the data acquisition process. It assesses whether
the obtained data should be sent to the cloud broker. We have
developed the mobile broker with two different subscription
data structures because it is not clear which approach is
obviously better. The subscription data structure stores received
subscriptions from other users of the ecosystem to check if the
produced data will trigger at least one notification message.

Since received subscriptions are defined in accordance with
the properties of connected sensors and MIOs (because the
CPSP engine sends only a subset of subscriptions that can
be satisfied with connected data source), it is expected that
subscriptions will overlap since they are defined on the similar
part of a domain. We have implemented two structures in
which we store received subscriptions: one is a linked list
and the second one is the forest structure similar to the one
used by the CPSP engine. Pre-processing of a newly created
publication ends when a first matching subscription is found
in the structure, because then a mobile broker knows that
the publication should be forwarded to the CPSP engine. In

the evaluation section we compare the performance of the
matching processes within the mobile application with both
implemented structures.

The linked list has obvious shortcoming because the
complexity of the matching process is O(n) in the worst case.
But since we are expecting to receive similar subscriptions as
created data (because it is pre-filtered by the CPSP engine), we
do not expect that the matching process will be performed on
all elements of the list. Additional benefit from using the list
is reduced complexity regarding list management (i.e. adding
or deleting a subscription to the structure).

The forest structure is similar to the subscription structure
used by the CPSP engine. The difference is in the possible
depth of the structure, because we observed that an Android
application can become unstable with forests with high depth.
During pre-processing only root subscriptions are matched to a
publication, because if a root subscription is not satisfied, none
of subscriptions beneath it is also not satisfied. The matching
complexity is O(log n), but the matching in real world scenario
is more closer to the O(1). The shortcoming of the forest
structure is additional overhead caused by increased structure
management time.

V. EVALUATION

Experiments were conducted using a Samsung Galaxy S4
smartphone with the Android Jelly Bean 4.3 operating system.
The smartphone used a Wi-Fi connection for communication
with the CPSP engine which was running in the cloud. In
experiments we used the following seven built-in sensors as
data sources: location sensor, ambient air pressure sensor,
accelerometer, gyroscope, ambient light sensor, magnetic filed
sensor and proximity sensor. We performed multiple exper-
iments to evaluate the duration of the matching process on
the mobile broker depending on the used subscription data
structures and number of stored subscriptions. Additionally,
we measured resource consumption on a device during the
data acquisition process and pre-processing of newly acquired
data.

The matching time is the time required by a mobile
broker to perform matching between received subscriptions
and a newly created publication, i.e. to determine whether a
publication satisfies constraints of at least one subscription.
The matching time was measured while varying number of
subscriptions received by the mobile broker. We varied the
number of subscriptions from 100 to 400 while keeping the
publication sampling rate constantly at one second. Both
data structures contained the same subscriptions which were
generated in a random fashion within limits of sensors sensing
capability. Each subscription constraint was constructed from a
random value and a relational operator (≥, ≤, =). The results
of the first experiment (Figure 4a) show that the forest structure
has better matching time compared to the list of subscriptions,
especially when a small number of subscriptions is received
by the mobile broker. When a large number of subscriptions
is used the difference in performance between data structures
is reduced due to the matching function optimization while
searching for only one appropriate subscription. It is important
to note that the smartphone used in this experiment could
not handle more than 400 subscriptions. The main reason for

111



(a) Matching time compared to
the number of subscriptions

(b) Matching time compared to the publication
frequency

Fig. 4: Matching time of the mobile broker

(a) Energy consumption compared to the
publication frequency

(b) CPU and memory consumption compared
to the number of subscriptions

(c) CPU and memory consumption compared
to the number of sensors

Fig. 5: Resource consumption of the mobile broker

this limitation is the lack of available memory on the device.
Generally, such a large number of subscriptions is not expected
to be matched on the mobile broker in practice. In the second
experiment, we measured the matching time while varying
the sensor sampling rate from 100 to 2000 milliseconds and
keeping the constant number of 100 subscriptions which were
generated randomly as in the previous experiment. Figure 4b
shows that the matching time is not significantly affected by
the sensor sampling rate as it depends mostly on the number
of stored subscriptions.

Furthermore, in the third experiment we measured the
average power consumption of the CUPUS Android applica-
tion while matching 500 publications with a fixed number
of 100 subscriptions. During the experiment we varied the
publication sampling rate from 1/100 to 1/2000 milliseconds.
The PowerTutor application [4] was used for measuring our
application power consumption. Figure 5a depicts the obtained
experimental results. Similar to [2], the power consumption
decreases exponentially with decreasing sampling rate. As
expected from [5] [6], high sampling frequencies increased the
power consumption since sensors were not allowed to enter
a low power mode while the amount of data processed by
the application increased. Hence, reducing the sampling rate
can decrease the application power consumption considerably,
but can also reduce the overall reading accuracy. However,
sampling rates less than 1/1000 milliseconds are sufficient
for the most of practical applications since they at the same
time provide accurate measurements and satisfactory power

consumption.

Figures 5b and 5c show CPU and memory usage when the
number of subscriptions and used sensors increases. The CPU
usage in this experiment was measured in jiffies, which are
defined as the time between two ticks of the system timer
interruption. Obviously, it is not an absolute time interval
unit, since its duration depends on the frequency of clock
interruptions in a particular hardware platform. From both
graphs we can notice that the CPU consumption generally
grows with increase in the number of subscriptions or sensors.
However, memory usage remains at constant level since the
processing of a newly created publication does not require
an additional amount of memory when the number of stored
subscriptions is fixed.

VI. RELATED WORK

The maturation of technology that enables crowdsensing
services resulted in an increase of the researcher’s interest
in the field of crowdsensing. Currently, the most effort is
directed to the creation and development of crowdsensing
services and applications. The scope of such applications is
very wide and goes from simple applications which expect a
quick response to a single one-time query, to the process of
capturing significant real-world or virtual events without direct
human intervention.

Crowdsensing services are designed to provide specific
information for its end-users, and thus is difficult to achieve
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the interoperability among different services. For example,
air quality monitoring solutions described in [7], [8], [9] use
their own platforms with different data acquisition processes
and communication means. All these solutions are designed
according to specific requirements of their use cases, which
potentially limits the ability to reuse observed data for dif-
ferent purposes. In addition to services that do not require
human intervention to provide data (e.g. opportunistic sensing),
crowdsensing is also used in applications that benefit from
participatory sensing, i.e. when a human involvement is crucial
for the success of the service. For example, in [10] is presented
an application which recognizes nearby events of interest.
Human intervention is limited and required just to point
a smartphone in the direction toward the event, and exact
location is the extrapolated from sensor readings.

Although publish/subscribe paradigm is used for detecting
various events, so far it has not been largely used within mobile
sensing applications. MobiSens [11] uses topic-based messag-
ing for adjusting the sampling frequency of sensors, but it
differs from CUPUS since a publish/subscribe communication
paradigm is neither used for the collecting and filtering of
data on mobile devices, nor for the near real-time notification
delivery. Another example, similar to CUPUS, is given in [12]
where the main idea is to administrate access to sensor data
and achieve energy savings by the topic-based filtering of data
on mobile devices.

In [13] authors have recognized the need for a unified
architecture for collecting and processing of sensor data. They
argue that such an architecture could be a driving force
which would result in a generic crowdsensing ecosystem by
emphasizing key requirements for the crowdsensing platform.
The easiest way to achieve interoperability between various
services is to provide a generic ecosystem which serves as a
development framework for the crowdsensing service. Since
application designers are focusing on the optimization of
their services, limited amount of effort is invested in the
crowdsensing platform design. In [14] is presented a platform
designed to acquire sensor data from mobile devices with a
goal of reducing the amount of data and number of messages
transmitted to the cloud. They also argue that a crowdsensing
service framework offers greater number of possible sensors
and users, and additional benefits such as a standardized
communication and data sharing process between components.

VII. CONCLUSION

In this paper we present a cloud-based crowdsourc-
ing ecosystem enabled by the CUPUS (CloUd-based PUb-
lish/Subscribe) middleware. The main ecosystem design goals
are to provide a modular architecture and layered structure of
components within the ecosystem. Such structure serves as a
generic framework for the implementation of crowdsourcing
services. Moreover, deployed crowdsensing services benefit
from offered functionalities within the ecosystem, such as:
location management, sensor discovery, data acquisition and
management and quality of service management.

The paper also gives an overview of a mobile broker
component which is a part of the CUPUS middleware. The
mobile broker is designed to provide services in mobile
environments with a fast changing context. We focused on the

data acquisition process which is running on various devices in
the environment, and evaluated how much of the overhead is
necessarily introduced when achieving a significant resource
savings without compromising the observation data quality.
Evaluation results showed that our solution is energy efficient
and does not consume too much additional resources even
with a large number of subscriptions and sensors. Furthermore,
the time required to perform the matching between subscrip-
tions and publications does not increase significantly for the
increased number of subscriptions.

For the future work we plan to perform full scalability
test of our ecosystem when running different services in
parallel. This test could reveal possible bottlenecks or indicate
the possibility of stronger integration of components without
compromising the publish/subscribe concept of the CUPUS
middleware.
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